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Abstract—Data plane programming enables the programma-
bility of network devices with domain-specific programming lan-
guages, like P4. One commonly used P4-programmable hardware
target is the Intel Tofino™ switching ASIC. The runtime behavior
of an implemented P4 program on Tofino™ can be configured
with shell scripts or a Python library from Barefoot provided with
the Tofino™. Both are limited in their capabilities and usability.
In this paper, we introduce the Rust Barefoot Runtime (RBFRT),
a Rust-based control plane library. The RBFRT provides a fast
and memory-safe interface to configure the Intel Tofino™. We
showed that the RBFRT achieves a higher insertion rate for MAT
entries and has a shorter response time compared to the Python
library.

Index Terms—SDN, Control Plane Library, Rust, Tofino™

I. INTRODUCTION

P4 [1] is a domain-specific programming language for data
plane programming currently used in academia and industry.
It provides an architecture abstraction that allows developers
to define forwarding logic independent of the hardware. The
Intel Tofino™ switching ASIC is one commonly used P4-
programmable hardware. It can be configured with shell scripts
or a provided Python control plane library. Both approaches
have significant shortcomings. The shell scripts can only write
static table entries and cannot react to events. Python con-
trollers react to events but are based on a slow programming
language. Especially in productive environments, the control
plane has to be fast and reliable.

Therefore, we present the Rust Barefoot Runtime (RBFRT),
a Rust-based control plane library for the Intel Tofino™.
Rust is an up-to-date, fast, and memory-safe programming
language [2]. The RBFRT uses the same protocol for com-
munication with the Tofino™ as the provided Python library.
RBFRT facilitates the development of faster and more reliable
control planes for the configuration of Tofino™. Moreover,
RBFRT features batch configuration which is not supported
by the Python library and leads to significantly larger insertion
rates for table entries.

II. CONFIGURING P4 DATA PLANES

P4 programs define the data plane, e.g., packet processing
logic, for P4-programmable switches, called targets. Targets
can be software-based, like the bmv2 [3], or hardware-based
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Fig. 1. Configuration of a P4 target by a control plane. The control plane
logic invokes the control plane library to generate a Protobuf message from
the provided data. Then, the control plane library sends the Protobuf message
with a gRCP client library. The target’s gRPC server receives the message,
and the respective P4 entities, like tables, are configured.

like the Intel Tofino™ switching ASIC [4]. In P4, the packet
processing logic is implemented in tables, called match-
action tables (MATs), and applied through packet header and
metadata matching. Further, the target can define other P4
entities like registers. While the structure of MATs and P4
entities is defined in the data plane, they are configured by the
control plane. A controller is a program that implements this
configuration logic.

Figure 1 shows how the control plane configures a target.
The control plane logic defines how the data plane needs to
be configured, e.g., what entries to insert. The communication
between the control plane and target is implemented with
Protobuf [5] messages and gRPC [6] requests. Therefore, the
control plane implements a gRPC client and the target a gRPC
server. The control plane logic invokes a control plane library
1 to configure the target. The control plane library generates

Protobuf messages 2 and sends them to the target with the
gRPC client 3 . The target’s gRPC server receives the request
and configures MATs and other P4 entities accordingly 4 .
Afterward, the gRPC server responds with an acknowledgment
5 of whether the configuration was successful. The control

plane can configure the target and read data from it. The gRPC
server’s response returns the data when reading from the target.



The Protobuf messages are defined in specifications like
the P4Runtime [7] or Barefoot Runtime (BFRT) [8]. We call
these specifications runtimes in the following. The definition
of the runtime messages is independent of the target and
P4 program. To facilitate the controller development, control
plane libraries are provided. Control plane libraries generate
the Protobuf messages for a specific runtime based on provided
data. Because of the target independence, these control plane
libraries can be used to configure all targets implementing the
respective runtime.

The Intel Tofino™ is configured through BFRT messages.
Barefoot implemented a Python-based control plane library to
facilitate the configuration of Tofino™. The library’s usability
is limited because of its lack of documentation and the effort
required to use it. Further, the library is not maintained
anymore. APS Networks introduced its own Python control
plane library for better documentation and ease of use. Further,
this library is no longer developed, little in use, and the
GitHub repository [9] is not well documented. Therefore, we
do not consider the library from APS Networks further in this
paper. In addition, both libraries are Python-based, limiting
the resulting controller’s speed. Another option to configure
the Tofino™ is to execute commands directly in its shell or to
write and execute simple scripts. Both require much manual
effort, are limited in extensibility, and do not react to events.
Below the line, the current tools to configure the Intel Tofino™
are all limited in usability and resulting controller’s speed.

III. THE RUST BAREFOOT RUNTIME

We present the Rust Barefoot Runtime (RBFRT), which is
a Rust-based control plane library implementing the BFRT
and is available on GitHub [10]. It is developed to overcome
the limitations of the currently available tools to configure the
Intel Tofino™. RBFRT provides new functions that simplify
the configuration process compared to the existing Python
library. The programming language Rust is used because of
its fast execution, memory efficiency and safety, and static
type system. As a result, RBFRT facilitates the development
of faster and more reliable controllers. Controller implemented
with the RBFRT are already used by P4TG in [11], [12], an
MNA prototype in [13], and an extension to BIER-TE in [14].

With RBFRT, one or multiple configuration entries are
passed to a function call and then sent within a single gRPC
request. We call this batch configuration. In contrast, the
existing Python libraries from Barefoot and APS support only
a single configuration entry per gRPC request. Batch configu-
ration reduces overhead in the presence of many timely related
configuration entries. The objective is a higher configuration
rate, leading to a faster control of the target.

IV. EVALUATION

In this section, two control plane libraries are evaluated:
the Barefoot Python library provided with the Intel Tofino™
and the Rust Barefoot Runtime. First, we describe the testbed
and the experiment. Afterward, we analyze the results and
summarize improvements.
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Fig. 2. Experiment setup with a remote and a local controller. Both
communicate via gRPC with the data plane API.

A. Testbed

Two control paradigms are distinguished: local and re-
mote control. Figure 2 illustrates the testbed for both control
paradigms. The local controller runs directly on the CPU of the
Tofino™. The remote controller runs on a server with Ubuntu
22.04.1, an Intel(R) Xeon(R) Gold 6134 CPU @ 3.20 GHz,
four cores, 16 GB of RAM, and a Mellanox(R) ConnectX-5
NIC. It is connected to the Tofino™ with a single 100Gb/s
link. The local controller has limited performance, while the
remote controller has a larger delay for the gRPC requests.

B. Insertion of MAT Entries

This experiment evaluates the insertion rate and response
time for inserting MAT entries with different batch sizes.
The insertion rate indicates the number of entries a single
controller can insert into a MAT over time. The response time
includes the duration for a controller to create and transmit a
request until it receives a successful response from the target.
The data plane on the Intel Tofino™ runs a simple, self-
programmed firewall in the experiment. It consists of one MAT
that performs an exact match on the source and destination IP
address of an incoming packet. In each evaluation run, the
controller inserts 3 · 104 entries into the MAT with different
batch sizes, i.e., entries per request. The batch sizes are
{a · 10i | a ∈ {1, 3} ∧ i ∈ {0, 1, 2, 3, 4}}. Single-entry
configuration corresponds to a batch size of one, and a batch
size of 3·104 configures all entries in a single request. Smaller
batch sizes are relevant for productive environments while
larger batch sizes are relevant to review the scalability of
the control plane library. The controller creates and sends a
batch of configuration entries to the target and waits until
the configuration is acknowledged. Then the next batch is
created and sent. The cumulative time to insert all entries,
i.e., creation of the first request until the response of the last
request, is measured. The insertion rate and response time are
calculated based on this cumulative time. For any batch size,
100 runs were conducted. Confidence intervals with an overall
significance level of 1% were calculated. As the half-widths of
all confidence intervals are smaller than 1% of the measured
average, we omit them in the following figures.

C. Results of MAT Insertions

Figure 3(a) shows the average insertion rate with different
batch sizes. The local and remote Python controller with
single-entry requests achieve a rate of 746 entries/s and
553 entries/s, respectively. The RBFRT controller with single-
entry insertion achieves 1134 entries/s and 671 entries/s,
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(b) Average request response time.
Fig. 3. Evaluation of inserting 3 · 104 entries into the MAT of the firewall
data plane with different batch sizes, control plane paradigms, and control
plane libraries.

which is an increase of 48% and 21% compared to Python.
Further, the insertion rate of the RBFRT increases significantly
with the batch size. This increase results from a lower over-
head per entry in larger batches. With a batch size of 3 · 104
entries, the insertion rate reaches 52 832 entries/s for the local
and 49 136 entries/s for the remote controller. Thus, when
configuring the Intel Tofino™ with a single controller, the
insertion rate is limited by controller performance and network
delay, not by the Tofino™ itself. Therefore, larger batch sizes
lead to a more efficient insertion of MAT entries.

We further observe in Figure 3(a) that the insertion rate
with small batches is larger for a local than for a remote
controller while it is vice-versa for large batches. This can
be explained as follows. The remote controller runs on more
powerful hardware, therefore its insertion rate is better for
large batches. In contrast, small batches induce more network
delay per entry, so a better insertion rate is obtained with the
lower network delay of the local controller.

Figure 3(b) shows the average response time for requests
with different batch sizes. Like the insertion rate also the

response time increases with larger batch size. The average
response time for the local and remote Python controller is
1.34ms and 1.8ms, respectively. The corresponding values
for the Rust controller (for a single entry) are 0.88ms and
1.49ms, which is a reduction of 34% and 17% compared to
Python. Therefore, an appropriate batch size is recommended
so that the insertion rate can be high while the response time
for a single request is still low enough. Given an acceptable
response time, a maximum batch size can be derived from
Figure 3(b). Figure 3(a) can be used to deduce the achievable
insertion rate for that batch size.

V. CONCLUSION

In this paper, we introduced RBFRT, a Rust-based control
plane library for the Intel Tofino™. Due to the programming
language Rust, the library is fast and memory-safe. Our
experiments showed that RBFRT leads to shorter response
times for MAT entry insertion than the Barefoot Python library,
which is shipped with Tofino™. Moreover, RBFRT supports
batch configurations, which greatly increase achievable inser-
tion rates compared to single-entry insertions offered by the
Python library. While RBFRT also supports port configuration
and data reading, performance regarding these operations still
needs to be evaluated. Further, for better comparison, batch
configurations may be implemented and then evaluated for
Barefoot’s Python library.
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